DirectX Terrain Generation
Introduction
This tutorial looks at the development of a 3D scene through the rendering of terrain. To do this we will be looking at heightmaps.
The tutorial uses a brute force approach to rendering the terrain – It stores entire vertex data renders it. For basic games on modern graphics cards this is a workable solution. For more advanced games or those requiring massive terrains differing approaches, such as culling, are needed.
There are a few different online terrain tutorials available, most of them are slightly outdated. The technology has moved on. One of the best and most up to date terrain generation tutorials available is in the book “Introduction to 3DGame Programming with DirectX 9.0” by F. D. Luna
This tutorial draws heavily from his code, therefore all copyright belongs to F. Luna.

You can check out the freely available second part: http://moon-labs.com/resources/TerrainPart2.pdf
The code is part of a Terrain class that I have renamed to cTerrain to identify it as a class. It also uses the STL to store data. See the relevant tutorials from programming one and two on the STL.
Links
(Fractal Terrain Generation): http://www.gameprogrammer.com/fractal.html
(Basic Terrain with Index Buffers - DX8.0): http://www.andypike.com/tutorials/directx8/008.asp
(What we cover here, but DirectX 8.0): http://www.32bits.co.uk/modules.php?name=Content&pa=list_pages_categories&cid=1
(3D World Math): http://www.xbdev.net/maths_of_3d/octree/tutorial/index.php
Code
There are three code samples for you to look at, one is sample by Frank Luna which uses a RAW file, the other is mine which is based on the 32Bits DX 8.0 tutorial (it uses greyscale images) and the third is the SDK example C:\DXSDK\Samples\C++\Direct3D\Billboard
What is terrain generation?
Terrain generation is simply the process of generating terrain. There are many ways of doing this, some more complicated than others. 
A lot of terrain generation relies on nothing more than a grid of triangles. The heights of each vertex in the grid are specified in a way that models a transition from high ground to low ground. We can then apply textures allowing us to visually model the transition from snowy mountains to sandy beach.
Representing Heightmaps
Heightmaps are used to describe the troughs and peaks of the terrain. The standard way of creating 3d terrains is through the use of heightmaps. 
Although there are few ways of specifying heightmaps they are generally an array where each element specifies the height of a particular vertex in the terrain grid.
Heightmaps are usually thought of as a matrix so that each element has a 1-to-1 correlation with each vertex in the terrain grid.
When heightmaps are stored they usually have a byte allocated for each element in the heightmap. This enables the height to range from 0 to 255. This value is often scaled (if we are dealing in feet 0 to 255 isn’t a lot) by allocating an int or float value for each height element when we load our data. 
Another heightmap methods is simply a 2d array of values. Each value in the array represents the height of the terrain at that value's position. For example, if the cell at (2, 3) has a value of 5, then the terrain contains the point (2, 3, 5). To render a heightmap in three dimensions you create a mesh by iterating through the two indices of the array and set the height at each vertex to the value of the heightmap at that point. Typically, I use the X and Y axes for the two indices, and the Z axis for the height of the terrain, but any orientation will work.

Heightmaps as Images

We have other methods of representing heightmaps, some of them graphical. 
We can picture a heightmap is to think of it as a grayscale image, where the brightness of each pixel corresponds to the height of the terrain at that point. In this manner, dark regions on the image represent valleys and lighter regions represent peaks. 
For grayscale image generation:

See: http://www.inicia.es/de/lorenmarti/mapping_tut.htm
See: http://www.simcitycentral.net/tutorials_lukeonia1_rcp2.php
These tutorials look specifically at generating greyscale images for specific games, but the mechanisms by which they accomplish the process are still valid.
As our bitmap is reduced to a colour depth of only 256 colours, it logically follows that every single pixel on the heightmap has an RGB value from 0 to 255. Nothing complicated there. Note that our bitmap is also handily sized to dimensions of 128 * 128. So, what do we do with it? Well, replace the word "RGB" with "height" in the first sentance, and you have this: "every single pixel on the heightmap has a height value from 0 to 255". Making sense? The heightmap holds 128 * 128 different pixels, with the RGB value of each representing a height from 0 to 255. Our heightmap literally represents the height of each part of our terrain.

Although we can use other formats to store our image information the RAW format is quite commonly used as it easy to handle and that format can be exported by many different image editors.
.X files for instance can be used to handle this information.
Procedurally Generated Heightmaps

Procedural approach uses an algorithm to generate this heightmap. There many algorithms already available, each with its own appearance and characteristics. We will mention these in some more detail a little later on.
Fractal Terrain
Here is a tutorial on generating random (or fractal terrain): http://www.gameprogrammer.com/fractal.html
The process of generating such terrain involves giving random height to parts of the terrain.
Loading a .RAW file
A RAW file is nothing more than a contiguous block of bytes we simply need to read in the block of bytes to obtain access to the data.
The code copies the vector of bytes to a vector of integers, as mentioned above, this allows us to scale our height values outside the 0 – 255 range.

The method below contains the restriction that the RAW file must have at least as many bytes as the number of vertices in the terrain. If for example your RAW file was 256 your terrain could have a maximum of 256 vertices.
First of the class needs some member data as a way of storing the information:
std::vector<int> heightmap;
int numVertices;

Then the function that allows us to read the RAW file:

bool cTerrain::readRawFile(std::string fileName)

{


// Restriction: RAW file dimensions must be >= to the


// dimensions of the terrain.  That is a 128x128 RAW file


// can only be used with a terrain constructed with at most


// 128x128 vertices.


// A height for each vertex


std::vector<BYTE> in( numVertices );


std::ifstream inFile(fileName.c_str(), std::ios_base::binary);


if( inFile == 0 )



return false;


inFile.read(



(char*)&in[0], // buffer



in.size());// number of bytes to read into buffer


inFile.close();


// copy BYTE vector to int vector


heightmap.resize( numVertices );


for(int i = 0; i < in.size(); i++)



heightmap[i] = in[i];


return true;

}
Accessing and Modifying Terrain Geometry
The code defines two following methods to access and modify an entry in the heightmap.
Don’t forget that any variables not declared in the methods are declared in the class definition.

int Terrain::getHeightmapEntry(int row, int col)

{


return heightmap[row * numVertsPerRow + col];

}

void Terrain::setHeightmapEntry(int row, int col, int value)

{


heightmap[row * numVertsPerRow + col] = value;

}
Improvements
There are still ways the code for my terrain engine can be improved, such as by:
· Using detailmapping to improve the quality of the terrain close to the camera

· Create a terrain "patch" system, so that we can use multiple heightmaps and meshes, and stitch them together as the camera moves to create a larger scene
· Calculate vertex normals for our quads, and implement lighting
· Split our quads into individual polys for smoother slopes
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