Shaders
Introduction

When rendering a scene the geometry and texturing information is sent to the graphics card for processing. In the past the graphics card had a few hard wired algorithms which could be used to process this data. This was known as the fixed function pipeline (FFP). The programmer could select a fixed function and set some card states but that was the limit of control. The problem with this was that it was hard to create unique looking games; the programmer could not control the processing. In an attempt to allow programmers more freedom, and influenced by the success of Pixar's RenderMan technology, in 2001 the first shader capable hardware appeared.

Shaders come in two flavours, vertex shaders which allow the manipulation of vertex data and pixel shaders which allow the manipulation of pixel data. The shader code is loaded into the graphics card memory and plugged directly into the graphics pipeline. Shader code is in assembly however nowadays there are a number of higher level 'C' type languages that can be compiled down to the assembly and making them much easier to program. Microsoft have HLSL (High-Level Shading Language) for use with DirectX and OpenGL has the GLSL (OpenGL Shading Language). Hardware vendors also provide some high level languages, NVidia have Cg and ATI have ASHLI (Advanced Shading Language Interface). It is to be hoped that one day there will be just one common language although note that HLSL and Cg are actually the same language (different names for branding purposes). 

These notes concentrate on DirectX and so describe shaders in terms of using them with Direct3D and coding in HLSL.
Direct3D Pipeline

In order to program shaders we need to know where they fit in the 3D pipeline so that we can see which parts can and cannot be programmed. Wolfgang Engel has written a number of very good articles and books on shaders. I recommend you look at his article on GameDev to see how shaders fit into the pipeline, though I will summarise them here.
Shader pipeline by Wolfgang Engel:
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Important Shader Notes

· A vertex shader operates on one vertex at a time
· A vertex shader cannot add vertices

· A pixel shader operates on one pixel at a time

· A pixel shader cannot add pixels

Using Shaders in our Games

Direct3D comes with a facility called effects that are defined in .fx files. These are very useful as they allow shaders to be written and chosen at run time based on the users' graphic card capabilities. Different graphic cards support different capabilities and so it is difficult to write complex shaders that work on every platform. With effect files you can write a number of shaders and the best one is chosen at run time.
The SDK comes with a utility called Effect Edit that allows you to load and manipulate an effect file. This is a superb way of writing shaders as you can see the changes as you make them. When you get more advanced though you might want a more fully featured tool like RenderMonkey from ATI. It provides a fantastic shader IDE and will export .fx files and it's free.
Passing Data to the Shaders

As well as vertex and pixel data there are a number of constant parameters that need to be passed from the game to the shader. For example you will want to provide world, view and projection matrix so that your vertex shader can carry out transformations. This is easy using the effect files.
Vertex Shaders

Objects in a 3D scene are typically described using triangles, which in turn are defined by their vertices.
A vertex shader is a graphics processing function used to add special effects to objects in a 3D environment by performing mathematical operations on the objects' vertex data. Each vertex can be defined by many different variables. For instance, a vertex is always defined by its location in a 3D environment using the x-, y-, and z- coordinates. Vertices may also be defined by 


colours, coordinates. Vertices may also be defined by colours, textures, and lighting characteristics. Vertex Shaders don't actually change the type of data; they simply change the values of the data, so that a vertex emerges with a different colour, different textures, or a different position in space.
In the past vertex shading effects were so computationally complex that they could only be processed offline using server farms. Now programmable Vertex Shaders enable an unlimited palette of visual effects that can be rendered in real time. Developers can now use Vertex Shaders to breathe life and personality into characters and environments, such as fog that dips into a valley and curls over a hill; or true-to-life facial animation such as dimples or wrinkles that appear when a character smiles.
Examples of vertex shading effects include: matrix palette skinning, which allows programmers to create realistic character animation with up to 32 "bones" per joint, allowing them to move and flex convincingly; deformation of surfaces, which gives developers the power to create realistic surfaces such as waves and water that ripples; and vertex morphing, which is used to morph triangle meshes from one shape to another, providing smooth skeletal animation. These are just a few of the virtually infinite number of effects developers can create using Vertex Shaders.
Pixel Shaders
Pixel Shaders create ambiance with materials and surfaces that mimic reality. An infinite number of material effects replace the artificial, computerized look with high-impact organic surfaces. Characters now have facial hair and blemishes, golf balls have dimples, a red chair gains a subtle leather look, and wood exhibits texture and grain. By altering the lighting and surface effects, artists are able to manipulate colours, textures, or shapes and to generate complex, realistic scenes.
A Pixel Shader is a graphics function that calculates effects on a per-pixel basis. Depending on resolution, in excess of 2 million pixels may need to be rendered, lit, shaded, and coloured for each frame. Again carrying out all this creates are large computational load. 
Programmable Pixel Shaders provide developers with unprecedented control for determining the lighting, shading, and colour of each individual pixel, allowing them to create a myriad of unique surface effects.
Unlike Vertex Shaders, however, there is no feasible way of emulating this using software. Using Pixel Shaders on graphics hardware that doesn't support them forces the entire graphics pipeline to run in software and causing performance to fall by 100x! 

High Level Shader Language
One of the most empowering new components of DirectX9 is the High Level Shading Language (HLSL). Previous to HLSL in order to write shader programs we need a language to write them in. In DirectX shaders were written in low-level shader assembly language. Using this standard high level language, shader writers are able to think at the algorithm level while implementing shaders, rather than worry about meddlesome hardware details such as register allocation, register read-port limits, instruction co-issuing and so on. In addition to freeing the developer from hardware details, the HLSL also has all of the usual advantages of a high level language such as easy code reuse, improved readability and the presence of an optimizing compiler. Essentially we write a small custom program in HLSL that skips a portion of the fixed function pipeline. This enables a great deal of flexibility as we are no longer limited to predefined “fixed” operations.
Using HLSL compiler we can compile our code to any available shader version, rather than porting the code for each desired version as we would have to do if using the assembly language version.
HLSL is very similar to C++ and so the learning curve should not be that steep.
Writing a HLSL Shader
We can write the code to our HLSL shaders directly into our application source files as long character strings; however the preferred method is to write them in a separate file and import them. Seperating our shaders in this way is more convenient, allowing us to modularise our code. 
So we write our shaders in our favourite text editor, such as notepad. I would recommend textpad.
Vertex shader example: This shader transforms the vertices by a combined view and projection matrix and sets the diffuse colour component of the vertex to blue. 
//

// Globals

//

// Global variable to store a combined view and projection

// transformation matrix.  We initialize this variable

// from the application.

matrix ViewProjMatrix;

// Initialize a global blue color vector.

vector Blue = {0.0f, 0.0f, 1.0f, 1.0f};

//

// Structures

//

// Input structure describes the vertex that is input

// into the shader.  Here the input vertex contains

// a position component only.

struct VS_INPUT

{

    vector position  : POSITION;

};

// Output structure describes the vertex that is

// output from the shader.  Here the output

// vertex contains a position and color component.

struct VS_OUTPUT

{

    vector position : POSITION;

    vector diffuse  : COLOR;

};

//

// Main Entry Point, observe the main function 

// receives a copy of the input vertex through

// its parameter and returns a copy of the output

// vertex it computes.

//

VS_OUTPUT Main(VS_INPUT input)

{

    // zero out members of output

    VS_OUTPUT output = (VS_OUTPUT)0;

    // transform to view space and project

    output.position  = mul(input.position, ViewProjMatrix);

    // set vertex diffuse color to blue

    output.diffuse = Blue;

    return output;

}
In the first lines of this code we set up a 4x4 matrix called ViewProjMatrix of type matrix. This variable stores a combined view and projection matrix such that it describes both transformations. Notice that we do not initialise this variable, we set it through the application source code – not the shader.
The second variable for blue is of the built in type vector, which is a 4D vector. We treat it as a RGBA colour vector, initialising its components to blue.
The input output structures that define our shaders inputs and outputs respectively. The vertex that we input into our shader contains only a position component, the output a position and colour component.
The colon syntax denotes a semantic which is used to specify the usage of the variable. This is similar to the flexible vertex format (FVF) of a vertex structure.
The main function, the programs entry point, takes a vector representing position, in our input structure, and returns our output structure. 
The body of the main is responsible for computing the output vertex given the input vertex. 
We initially instantiate a VS_OUTPUT instance and set it members to 0. 
We then transform the vertex position by the ViewProjMatrix variable using the mul function. This intrinsic function is very commonly used in vertex shaders to perform vector-matrix multiplication. In this case, ViewProjMatrix is treated as a column vector since it is the second parameter to mul. If the ViewProjMatrix vector were the first parameter to mul, it would be treated as a row vector.

We then set the output color member to blue.
Finally we return the resulting vertex.

Assembly Language and Compile Targets
Now that we have seen a few HLSL shaders, we’ll discuss briefly how the language relates to Direct3D, D3DX, assembly shader models and your application. Shaders were first added to Direct3D in DirectX 8. At that time, several virtual shader machines were defined—each roughly corresponding to a particular graphics processor produced by each of the top 3D graphics hardware vendors. For each of these virtual shader machines, an assembly language was designed. In DirectX 8.0 and DirectX 8.1, programs written to these shader models (named vs_1_1 and ps_1_1 through ps_1_4) were relatively short and were generally written by developers directly in the appropriate assembly language. As shown on the left side of Figure 1, the application would pass this human-readable assembly language code to the D3DX library via D3DXAssembleShader()and get back a binary representation of the shader which would in turn be passed to Direct3D via CreatePixelShader() or CreateVertexShader(). For more on the details of the legacy assembly shader models, please refer to the many resources available online and offline, including Shader X and the DirectX SDK.
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As shown on the right side of Figure 1, the situation in DirectX 9 is very similar in that the application passes an HLSL shader to D3DX via the D3DXCompileShader() API and gets back a binary representation of the compiled shader which is in turn passed to Direct3D via CreatePixelShader() or CreateVertexShader(). The binary asm code generated is a function only of the compile target chosen, not the specific graphics device in the user’s or developer’s system. That is, the binary asm which is generated is vendor-neutral and will be the same no matter where you compile or run it. In fact, the

Direct3D runtime itself does not know anything about HLSL, only the binary assembly shader models. This is nice because it means that the HLSL compiler can be updated independent of the Direct3D runtime. In fact, between press time and the release of the first printing of this book in late summer 2003, Microsoft plans to release a DirectX SDK Update which will contain an updated HLSL compiler. 
In addition to the development of the HLSL compiler in D3DX, DirectX 9.0 also introduced additional assembly-level shader models to expose the functionality of the latest generation of 3D graphics hardware. Application developers can feel free to work directly in the assembly languages for these new models (vs_2_0, vs_3_0, ps_2_0 and ps_3_0) but we expect most developers to move wholesale to HLSL for shader development.

Language basics: Keywords
Now that you have a sense of what HLSL vertex and pixel shaders look like and how they interact with the low-level assembly shaders, we’ll discuss some of the details of the language itself.
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